
MarketRank: ranking stocks by the stationary probabilities of a Markov
chain over estimated money flows, with a topological landscape view

B. Kaan Karamete∗

Graph AI LLC

Abstract

Every trading day, money leaves some stocks and moves into others. MarketRank asks where that money
concentrates and how the concentration shifts over time. It treats the market as a Markov chain whose
states are stocks. The chance of moving from one stock to another is the share of the first stock’s outgoing
dollars that goes to the second, and a stock’s MarketRank score is its long-run (stationary) probability in
that chain, computed by damped power iteration on a sparse transition matrix. PageRank ranks web pages
with the same idea, using links instead of dollars.
Who sold what to buy what is not public, so the flows are estimated from daily prices and volumes with a

correlation-tilted gravity model, in a deterministic parallel C++ engine. On a universe of 10,000 US stocks
and ETFs, the ranking is led by the large semiconductor and technology names, and estimated flows stay
within a sector more often than chance. The level of the score, however, does not predict next-day returns:
it shows where money sits, not where prices go next. A 3D landscape view, Fluxscape, turns the ranking
into terrain: Louvain communities of the recent flow graph, re-clustered on every bar, become territories,
ordered by recursive spectral bisection along a generalized Hilbert curve, interpolated by inverse-distance
weighting, smoothed by a centroidal-Voronoi-style relaxation with portfolio holdings pinned to their exact
values, and rendered as a Gouraud-shaded mesh. The surface is for reading trends; the exact ranked table
remains the reference.
The practical question is whether MarketRank can improve real portfolio moves, and we answer it with

tests fixed in advance. First, a ten-year walk-forward: step through 2016–2026 week by week, decide each
week’s moves using only past data, and ask whether following MarketRank beats simply holding the current
portfolio after trading costs. It does not. Every configuration lost 3–5% a year against buy-and-hold, and the
one persistent effect, a short-term reversal in which today’s hottest names do slightly worse, is statistically
real but economically small. Second, we compare the estimated flows with observed ones: the quarter-to-
quarter holding changes of every institutional manager reporting to the SEC on Form 13F, 39 quarters and
4,000–9,000 managers each. The estimate knows roughly which stocks send and receive money and a little
about when, but nothing about who pairs with whom beyond those totals, and plain trading volume ranks
the observed destinations better than the estimated score does. Third, the flow communities that shape
the landscape are re-clustered from scratch on every bar and measured: they persist only about as long as
the flow window that defines them. The conclusion is that the Markov solver is sound but its transition
probabilities are only as good as the connectivity fed into it: public daily bars carry size and a little timing,
not pairing. The next step learns the chain’s connectivity, who funds whom, directly from market behaviour.

Keywords: Markov chains, stationary distribution, transition probabilities, PageRank, money flow,
origin–destination estimation, community detection, spectral ordering, scattered-data interpolation

∗Corresponding author: B. Kaan Karamete, karamete-
bkaan@gmail.com

1. Introduction

Consider a fund that trims a large technology
position on Monday and spends the proceeds on



two semiconductor makers and a bond ETF. Seen
from outside, three prices moved and volume rose;
seen from inside, a definite amount of money left
one stock and arrived at three others. Multiply
that by thousands of managers, index rebalances
and retail rotations, and the market’s daily trading
becomes a directed, weighted network: each edge
says how many dollars moved from one name to
another. Two questions follow naturally. Where
does that money settle when the flows are followed
to their long-run end? And how does that settling
point rotate from week to week?
A finite-state Markov chain [1, 2] answers exactly

this kind of question. If the states are stocks and
the probability of moving from j to i is the share of
j’s outflow that goes to i, then the chain’s station-
ary distribution π is the long-run fraction of money
at each stock. MarketRank is a solver for that sta-
tionary distribution. Let Tj→i ≥ 0 be the dollars
that moved from selling stock j into buying stock i
over a window. The transition probability from j to
i is the out-share Tj→i/

∑
k Tj→k. With damping

p, the stationary condition of the damped chain is
the MarketRank Condition (MRC)

ri = (1− p)
∑

j∈B(i)

Pi(rj) +
p

N
,

Pi(rj) = rj
Tj→i∑
k Tj→k

,

(1)

where B(i) is the set of stocks that send money to
i, N the number of active stocks and p = 0.15. Its
solution r = π is the MarketRank score. PageR-
ank [3, 4] is the best-known instance of the same
construction: a damped chain whose transition
probabilities are the out-shares of hyperlinks. Mar-
ketRank is analogous, with dollars in place of links.
A stock ranks high when it receives a large share of
what its senders give away, and when those senders
themselves rank high. The rank is a property of the
whole flow network, not of a stock’s own volume.
The difficulty is that trades are anonymous: a

tape shows that a stock traded, not which stock
the buyer sold to fund it. MarketRank therefore
estimates T from public bars, and is explicit that
every downstream number inherits that estimate.

Contributions.

� The model: a damped Markov chain over
stocks whose transition probabilities are dollar
out-shares. Its stationary distribution, defined

by the MRC (1), is the score. Dangling stocks
are handled by teleport. A worked three-stock
example reproduced by the test suite (Sec-
tion 3).

� Flow estimation from public bars: signed
dollar pressure, a correlation-tilted gravity
pairing with exact row and column totals
in O(NW ), sparse candidate sinks, cumula-
tive accumulation and two-sided pruning (Sec-
tion 4).

� A scalable deterministic engine: C++20
and OpenMP with bit-identical results across
thread counts, a CSR matrix and its trans-
pose, and a DuckDB catalogue over a Hive-
partitioned Parquet lake fed from the Alpaca
SIP feed, at 10,000 tickers (Section 5).

� The Fluxscape landscape: a deterministic
pipeline from the flow graph to a shaded 3D
terrain, with a measurement of how long its
communities actually persist (Section 6).

� A pre-registered walk-forward test over
ten years of weekly decisions, after costs and
with multiple-testing control (Section 8).

� A validation against observed flows from
SEC Form 13F, with size, temporal and
support-matched gravity nulls (Section 9).

Section 7 reports a first evaluation on real data,
Section 8 the walk-forward test, Section 9 the com-
parison with 13F, and Section 10 the limitations
and planned work.

2. Related work

Markov chains and stationary distributions. An
irreducible, aperiodic finite Markov chain has a
unique stationary distribution π = πP , and power
iteration converges to it [1, 2]. Damping, that is
mixing P with a uniform jump of probability p,
makes any chain irreducible and aperiodic, and the
convergence rate is then at most 1−p per iteration.
MarketRank is a solver for this stationary distribu-
tion, on a chain whose transition probabilities are
estimated dollar out-shares.

PageRank as an instance. PageRank [3, 4] is the
best-known application of the same transition-
probability concept. A random surfer follows out-
links with probability 1 − p and teleports with
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probability p, and dangling pages are usually re-
distributed uniformly. MarketRank uses the same
damped chain with dollar out-shares in place of
link out-shares. Like PageRank, MarketRank is a
Markov-chain ranking.

The author’s Markov-chain lineage. This work con-
tinues the author’s earlier use of Markov-chain tran-
sition probabilities:

� an adaptive Markov chain for map matching of
vehicle GPS trips [5];

� the probability-rank and PageRank graph
solvers of Kinetica-Graph [6, 7].

The MarketRank solver is native C++ with no
database dependency.

Money-flow indicators. Technical money-flow indi-
cators combine price change and volume per stock,
so a stock’s flow is a scalar with no counterparty.
MarketRank keeps the same raw ingredients (re-
turn, volume, VWAP) but pairs sources with sinks,
so that flow becomes an edge and the ranking a net-
work property. Signed order-flow methods such as
the Lee–Ready trade classification [8] sign trades
from quotes; we treat them as future input (Sec-
tion 10).

Origin–destination estimation from marginals. Re-
covering a flow matrix from its row and column
totals is the classic origin–destination problem of
transport planning. The gravity model and its
entropy-maximizing derivation [9] give the most
probable matrix consistent with the marginals,
Fij ∝ OiDj , optionally modulated by an impedance
or affinity term. Section 4 is a singly constrained
gravity model of this kind, with return correlation
as the affinity.

Communities and spectral partitioning. Lou-
vain [10] greedily maximizes modularity in two
alternating phases (local moves, then aggregation).
Recursive spectral bisection (RSB) [11] splits
a graph by the sign or median of the Fiedler
vector [12], the second eigenvector of the graph
Laplacian; we use the normalized Laplacian [13] of
the community graph and the generalized Hilbert
curve [14, 15] to turn the spectral order into
contiguous regions of a lattice.

Scattered-data interpolation and smoothing. Shep-
ard’s inverse-distance weighting (IDW) [16] interpo-
lates scattered values with weights d−q. Centroidal
Voronoi tessellations and Lloyd’s algorithm [17, 18]
relax generators toward the density-weighted cen-
troids of their cells; our display smoother borrows
that density weighting. Gouraud shading [19] in-
terpolates vertex colours across triangles.

Double-link adjacency. The double link structure
(DLS) [20] keeps both directions of mesh adjacency
so that upward and downward queries are equally
cheap. The MarketRank solver keeps the transi-
tion matrix and its transpose for the same reason
(Section 5).

3. Model

Paired flow matrix. For N active stocks, T ∈
RN×N

≥0 holds Tj→i, the dollars that left j (net sell-
ing) and entered i (net buying) over the data win-
dow, with no diagonal. Section 4 describes how T
is estimated.

Out-share functor. Row-normalizing T gives the
transition matrix Pji = Tj→i/

∑
k Tj→k, and the

functor Pi(rj) = rjPji is the part of j’s rank that
j passes to i. P is the transition matrix of a finite
Markov chain on the stocks, and Equation (1) is the
stationary condition π = (1− p)πP +(p/N)1 of its
damped version. The solution r = π is the vector
of stationary probabilities.

Damping and dangling stocks. We use p = 0.15
(α = 1− p = 0.85), solved on the active sub-index.
A stock with no kept outflow is a dangling node: its
row is empty, and its mass d is spread uniformly, as
in PageRank, so that

π′ = α

(
πP +

d

N
1

)
+

1− α

N
1. (2)

Power iteration starts from the uniform vec-
tor (warm-started from the previous bar in the
pipeline) and stops when ∥∆π∥1 < 10−10 or after
1000 iterations. The MarketRank score is πiN (1
= average), and the heartbeat is the pulse of the
score, ∆ log(πiN) between consecutive bars. Using
the score rather than πi removes the common-mode
term −∆ logN that a change in the number of ac-
tive stocks adds to every log πi, so a stock whose
score did not move reads 0.
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Figure 1: Worked example: three stocks and six dollar flows
Tj→i (arrow from seller j to buyer i).

Table 1: Ranks of the worked example (Figure 1), p =
0.15, uniform start.

B C A

After 7 iterations 0.35980 0.34770 0.29248
Converged 0.36016 0.34665 0.29319

Worked example. Figure 1 shows three stocks with
six flows. Row-normalizing gives

P =

 0 5/6 1/6
1/6 0 5/6

15/23 8/23 0


(rows and columns A, B, C). Table 1 lists the ranks
after seven damped iterations from the uniform
start and at convergence. B ranks first although
C receives the most dollars (1.1M, against 0.9M
for B): the chain counts shares, not dollars. B re-
ceives 5/6 of A’s outflow and 8/23 of C’s, and A,
which gives most of its outflow to B, is itself fed by
C’s largest edge (15/23 of C’s outflow). The unit
test test market rank.cpp reproduces both rows
through the solver (within 5 · 10−5 after seven it-
erations and 10−5 at convergence) and through the
pipeline’s own accumulator and transition builder
under the MarketRank preset.

4. Estimating flows from public market bars

Only bars are public: for each stock and bar t,
the close C, the volume V and the volume-weighted
average price VWAP. The estimator below is de-
terministic and has no fitted parameters.

Pressure. With return ri = Ci/C
−
i − 1, the Mar-

ketRank preset uses dollar pressure (we write ϕ to

avoid a clash with the damping p)

ϕi = ri Vi VWAPi. (3)

A stock with ϕi > 0 is a net buyer, a sink ; one
with ϕi < 0 is a net seller, a source. Missing data
gives ϕ = 0. A stock is active only while its trailing
20-bar median dollar volume is at least $1M and its
last close is at most 5 bars old. (The engine also
offers r

√
V VWAP and a volume-relative pressure;

they are evaluated in Section 7.)

Gravity pairing. Each source i distributes exactly
its own outflow |ϕi| over the sinks, in proportion
to their pressure and tilted toward stocks it moves
with:

Fij = |ϕi|
ϕj aij∑

k∈sinks ϕk aik
, aij = 1 + λρij , (4)

where ρij is the Pearson correlation of returns over
the last W = 60 bars and λ = 1, so aij ∈ [0, 2].
This is a singly constrained gravity model [9] with
correlation as the affinity. Writing ρij = ui · uj for
unit-length centred return vectors u, the denomina-
tor is

∑
k ϕk + λui ·

∑
k ϕkuk, so every normalizer

and the exact row and column totals cost O(NW )
and no N ×N matrix is ever formed.

Sparsity. Each source stores edges only to its top
64 sinks by ϕjaij , chosen from the 256 sinks with
the largest ϕj , with their exact shares; the row and
column totals stay exact. Per bar the flux therefore
has at most 64 edges per source.

Accumulation and pruning. Bar flows are accumu-
lated per row as sorted edge lists with exponential
decay, F ← 2−1/hF + f , each row capped at 256
edges by weight. Under the MarketRank preset the
half-life is h = 109 bars, so T is effectively the cu-
mulative flow over the data window. Before solving,
two-sided pruning keeps the union of each row’s top
kout = 20 and each column’s top kin = 10 edges
(ties to the lower index); a dense chain is infeasible
at 10,000 nodes. The kept edges, row-normalized,
are P .

What the estimate implies. Equation (4) is a mod-
elling assumption, not an observation. It assumes
that the money a stock loses in a bar goes to stocks
that gained in the same bar, preferentially to corre-
lated ones. It cannot see a seller who parks cash, a
buyer funded from outside the universe, flows that
pair across days, or the many trades that net out
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within a bar. Large, volatile, liquid names produce
the largest |ϕ| and therefore dominate both sides
of T . Any rank computed from T is a rank of this
estimate.

5. Engine

Language and determinism. The engine is a single
C++20 binary using OpenMP [21] for its parallel
loops. Its determinism rule is that every parallel
loop writes only to the entries it owns by index, and
every reduction that crosses entries is done serially
in index order (for example the sums

∑
i ai and∑

i aiui of the flux normalizer). Random numbers
in tests use a portable Box–Muller transform rather
than std::normal distribution. As a result the
ranks, communities and rasters are bit-identical for
any thread count, which the test suite checks by
comparing 1-thread and 8-thread runs.

Forward and backward adjacency. The transition
matrix is stored in compressed sparse row (CSR)
form together with its transpose. The CSR an-
swers “where does j’s money go” and the transpose
“where does i’s money come from”. The power it-
eration y = xP is computed from PT as a parallel
pull : each output entry yi is owned by one thread
and sums over i’s in-edges, so it needs no atomics.
Keeping both directions of adjacency is the idea of
the double link structure [20].

Data lake. Bars come from the Alpaca Market
Data API v2 [22] with the consolidated SIP feed
(which on the free plan is available beyond a 15-
minute delay), rate-limited below the provider’s
limit. They are stored in a Hive-partitioned Par-
quet [23] lake (tf=/year=/month=) managed by
an embedded DuckDB [24] catalogue: writes are
batched with a sequence number and published
by atomic rename, reads keep the newest version
of each bar, and re-adjusted histories (splits, divi-
dends) are detected by comparing re-fetched closes
and refetched in full.

Universe. The snapshot universe is every trad-
able US-listed stock on Alpaca after dropping war-
rants, units and rights, ranked by median daily dol-
lar volume over 20 days, keeping the top 10,000.
ETFs stay as ordinary nodes (Section 7). Sectors
come from S&P 500 GICS where known and SEC
EDGAR [25] SIC codes otherwise; after that fill,
95.4% of the 10,000 tickers are classified, and 4,380

Flow graph T , ranks π (Sections 3–4)

1 Flux communities: Louvain from
scratch per bar, label matching

2 Spectral order of the com-
munity graph (Fiedler, RSB)

3 Gilbert curve ranges, largest-remainder sizing

4 Spiral centre-out placement,
mountain/crater, hysteresis

5 IDW raster at subdivision
1 (mesh vertices = lattice)

6 CVT-weighted field smoother (display only)

7 Height: log(πi/si)

8 Gouraud-shaded triangle mesh

Figure 2: The Fluxscape pipeline, in the order it runs per
frame. Steps 1–4 are placement, steps 5–8 display; display-
only changes redraw cached frames without re-running the
model. Step 7 sets the vertex values that steps 5–6 interpo-
late; it is listed where it is defined in the text.

of them are ETF/Fund. Every per-bar data struc-
ture is O(Nk) or O(NW ); none is O(N2).

Runtime. On the real 10,000-ticker replay (250
daily bars, 22 threads), one core step of the Marke-
tRank preset (flux, pruning, solve, forecast) takes
146.5ms, and the evaluation harness reports 76–
282ms per step across configurations. The full
16-configuration evaluation over 60 bars runs in
5min 07 s at a peak resident set of 1.16GB. Server
and landscape timings are in Section 7.

6. The Fluxscape landscape

Fluxscape maps each frame to a terrain on an
n ×m lattice with n = ⌈

√
N⌉ columns and ⌈N/n⌉

rows (79×79 for 6,188 active stocks). Neighbouring
cells should hold stocks that trade money with each
other, height should show where money settles, and
a stock should not jump around between bars. Fig-
ure 2 shows the pipeline; every step is deterministic,
and nothing is O(N2).

6.1. Flux-community territories

The community graph is built from a separate,
short-memory accumulation of the same bar flows,
with half-life hc = 20 bars (about a month), not
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from the cumulative T that defines π: the commu-
nities should describe where money is moving now.
Its off-diagonal kept edges among active stocks,
weighted by raw flow Rc and symmetrized, give
W = Rc +RT

c . A two-phase Louvain [10] at resolu-
tion 1.0 runs deterministically: nodes are visited in
ascending index, ties go to the lowest community
id, at most 50 passes per level, and levels aggre-
gate until nothing changes. Communities smaller
than 8 stocks merge into their most strongly con-
nected neighbour; those with no neighbour form one
“loose” pool laid out last; at most 256 communities
are kept.
The clustering is recomputed from scratch on ev-

ery bar : no warm start from the previous partition
and no refresh cadence, so any stability in the map
comes from the data and its 20-bar memory, not
from the algorithm. Only the identity of commu-
nities is carried over, for colours and layout: new
communities are matched greedily by overlap to old
labels, accepting a pair when the Jaccard overlap is
at least 0.3 or at least 60% of the new community
lies inside the old one (containment); unmatched
communities get fresh labels, and matched labels
keep their previous layout order. The first 5 bars
only warm up the model.

How long do flux communities persist?. We mea-
sured it rather than assumed it. On the ten-
year panel, a from-scratch Louvain partition of the
stocks (ETFs and funds excluded, about 2,800 ac-
tive stocks) was computed at 505 anchor bars and
again k bars later, and the two were compared
by normalized mutual information (NMI) on the
stocks active at both. Two references bound the
result: the ceiling, the agreement of two Louvain
runs with different node orders on the same bar,
and the chance level, the same partition with la-
bels shuffled at fixed community sizes. Table 2 gives
the agreement across seeds as a share of the ceiling.
The structure decays at about the rate its window
forgets: with a 3-bar memory it is half gone within
about 3 bars, with 20 bars within about 10, with
60 bars within about 20, and at every window it is
near chance well before it has outlived its data. On
the single-bar flows consecutive days agree at NMI
0.04, although each day’s partition is well defined
(ceiling 0.79). The cumulative graph that defines
π looks far more stable (NMI 0.86 one bar apart),
but that is because about 95% of its weight 60 bars
ahead is already present today; its same-bar ceiling
is only 0.54, and it has about 7 weak communities

(modularity 0.12). In every case the communities
are not sectors (NMI with the SEC sectors 0.03–
0.04). Louvain takes 11–30ms per bar at this size,
so per-bar re-clustering is cheap.

half-life k = 1 5 10 20 60
3 63% 13% 3% 1% 1%
10 83% 47% 25% 8% 2%
20 (used) 89% 63% 44% 23% 3%
60 95% 80% 67% 50% 18%

Table 2: Persistence of from-scratch flux communities:
NMI between the partitions of bar t and bar t+ k (flow
half-life in bars; different Louvain node orders), as a
share of the same-bar ceiling; mean over 505 anchors,
2016–2026. Chance is below 1% of the ceiling at every
window.

6.2. Spectral order of the community graph

Communities that trade with each other should
be adjacent on the lattice. The community
graph (summed weights) is ordered by recur-
sive balanced bisection: compute the Fiedler vec-
tor [12] of the normalized Laplacian Lsym = I −
D−1/2WD−1/2 [13] by 500 power iterations on
2I − Lsym with the trivial vector deflated, sort the
communities by it, and split where the cumulative
stock count is nearest half, as in RSB [11]; dis-
connected sets fall back to their components. Sign
alone orients each recursive call arbitrarily (a chain
A–B–C–D can come out BADC), so after recursing
each half is reversed if needed so that its end nearer
the other half is the one more strongly connected
to it (half-orientation).

6.3. Generalized Hilbert curve and territory sizing

The lattice cells are ordered by the generalized
Hilbert (“gilbert2d”) curve [14, 15], which visits ev-
ery cell of an arbitrary n×m rectangle once, with
consecutive cells at Chebyshev distance 1. Each
community takes a consecutive range of the curve
in spectral order, so it owns one contiguous region.
With A active stocks and C ≥ A cells, community
g with ag stocks gets cg = ag cells plus its largest-
remainder share of the C−A spare cells (ties to the
lower id), so the areas are proportional to the stock
counts and sum exactly to C.

6.4. Spiral placement, mountains and craters, hys-
teresis

Inside a territory the cells form a spiral: they are
sorted by ring ⌊

√
d2⌋ around the territory centre,
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then by angle atan2(dy, dx) from −π, then by in-
dex, so consecutive slots are neighbours. Stocks are
ranked by a smoothed value s = (1 − β)v + βsprev
(β = 0.5) of the displayed quantity v and take the
slots in rank order. A territory is a mountain if its
median s is at or above the median over all active
stocks, and a crater otherwise; a mountain puts its
highest values nearest the centre, a crater its low-
est. The outer cg − ag slots stay empty and form
seams between territories.
Hysteresis: a stock keeps its previous cell if it

was active last frame, is in the same community,
the lattice size is unchanged, that cell still lies in-
side its territory, and the cell’s slot in the current
spiral is within max(2, 0.15 cg) slots of its new slot.
Conflicts resolve in rank order: kept cells first, then
the ideal slot if free, then the nearest free slot of the
territory.

6.5. IDW at subdivision 1

The raster has (n s) × (ms) pixels with sub-
division s = 1 by default, so the raster vertices
are the lattice points and become the mesh ver-
tices. Each pixel is the Shepard [16] interpolant
z =

∑
i wihi/

∑
i wi with wi = d−2

i over occupied
cells within radius 3 cells; a pixel on a stock takes
its value exactly, and a pixel with no stock in range
takes its nearest stock, found by one multi-source
breadth-first search per frame.

6.6. CVT-weighted field smoother

IDW leaves a “Mexican hat”: an isolated peak
is surrounded by a ring that dips toward the back-
ground. The display smoother is a Lloyd-style re-
laxation [18, 17] with the pixels as generators. A
pixel’s Voronoi cell is its square, so its neighbour-
hood is the 3× 3 block with area weights 1 (centre
and edge neighbours) and 0.5 (diagonals). With
density ρ = ε + |z|, ε = 0.1 · P90(|z|), each Jacobi
iteration sets

z′ = (1− λ) z + λ

∑
aρz∑
aρ

, (5)

with 12 iterations and λ = 0.6. Tall neighbours
pull a pixel toward them, which fills the ring with-
out moving any stock. Vertices of portfolio hold-
ings are excluded from the update and keep their
exact values (Section 6.8). On a 15 × 15 test lat-
tice with one spike of 10 on a background of 1 and
its 8-neighbour ring at 0, the ring dip (far back-
ground minus the ring minimum) is 0.358 without

smoothing, −0.031 with a Gaussian of σ = 1 cell
and −0.477 with the CVT smoother. The negative
values mean the ring ends above the background:
the smoother overshoots into a halo, and it does
not conserve the mean height. The smoothing is
for the eye only; the ranking table, the tooltips and
the API always show exact, unsmoothed values.

6.7. Height: π relative to size

Raw π is dominated by size, since the largest
names carry the largest flows. The landscape
height under the MarketRank preset is therefore
log(πi/si), where si is stock i’s size share (its trail-
ing median dollar volume over the sum over active
stocks). A hill attracts more money than its size
predicts, a valley less, and 0 is exactly as predicted;
stocks without a size get no height. The value also
drives the spiral ordering and the mountain/crater
rule, so it decides placement as well as relief. The
ranking is always π itself.

6.8. Gouraud-shaded mesh

Each lattice quad is split into two triangles with
a fixed index buffer, so per frame only the vertex
heights change. Vertex colours come from a di-
verging map symmetric around 0 (red for inflow,
blue for outflow), scaled robustly by the 90th per-
centile of |z| and soft-clipped by tanh, and each
triangle is Gouraud-shaded [19] with relief lighting.
The user’s portfolio is drawn as screen-facing dots
at the holdings’ own surface vertices, depth-tested
with the terrain so that they move with it. Portfolio
holdings are pinned : during CVT smoothing their
vertices are held at their exact values (a Dirichlet
constraint), so the surface passes exactly through
each holding while every other vertex is smoothed.
On the real 2026-10-01 frame the measured gap be-
tween each holding’s exact value and the surface is
at most 4 · 10−8, which is float rounding.

A fixed interface. The web interface has no model
or landscape options. Its settings are fixed de-
faults: the MarketRank preset, height log(π/s),
flux-community territories, the CVT smoother (12
iterations, λ = 0.6) and subdivision 1. The exact
sorted π table is the truth; the surface is for the
eye and the trend. Developer options remain on
the command line and the HTTP API.
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6.9. The view: sections, paths and the chain around
a stock

The interface (Figure 5) is built around the
chain rather than the picture. The default Sec-
tions view shows the landscape from above with
a crosshair; two profile charts cut the surface along
the crosshair’s row and column and plot every stock
on the cut at its exact value, so a hill can be read
stock by stock. Orthographic top, front and side
views and a perspective 3D view are one click away,
and every panel can be expanded to the full screen.
The exact ranked table stays beside the landscape
at all times.

Any stock can be tracked, from the table or by
typing its ticker. Its path over the whole cached
history is drawn as log(π/s) per bar with a cursor
at the displayed bar; dragging the chart scrubs the
whole view through time, and several stocks share
one chart. A strip under the path colours each bar
by the stock’s flux community, which makes the
churn of Table 2 visible stock by stock.

The transition graph of the tracked stocks is the
chain itself, seen locally (Figure 3). For every
cached bar the server keeps each active stock’s six
strongest kept out-edges and six strongest in-edges
of P ; for the tracked stocks it returns them, their
strongest partners and every stored edge among
those partners. An arrow j → i is money that left
j for i; its width grows with the cumulative dol-
lars, and its hover gives the transition probability
Pji, the share of j’s kept outflow that goes to i,
which is exactly the term of Equation (1) through
which j passes its rank to i. The layout is a force-
directed simulation (d3-force [26]) whose node po-
sitions persist from bar to bar, so the local chain
visibly re-wires as the displayed bar moves.

7. Results on real data

Data. The universe is the 10,000-ticker liquidity
snapshot with 250 daily (1d) bars from the lake,
replayed offline. After the SEC EDGAR fill, 95.4%
of tickers have a sector: 4,380 are ETF/Fund, 1,031
Financials, 961 Health Care, 808 Industrials and
641 Information Technology, and only 464 (4.6%)
are Unclassified. On the latest bar, 2026-10-01,
6,188 stocks are active under the $1M liquidity
floor. All measurements below use the MarketRank
preset unless stated otherwise.

Figure 3: The transition graph around MU and NVDA (large
nodes) on 2026-10-01: their six strongest flow partners each
and the 57 kept edges among the ten stocks. Arrows point
from the stock money leaves to the stock it reaches; width
grows with cumulative dollars, node size with log πN . Dark
edges touch a tracked stock; pale edges are context among
the partners.

ETFs: a design position. ETFs are deliberately
kept in the universe and in the graph, uncapped and
unfiltered, including leveraged and inverse prod-
ucts. In a liquidity-ranked universe they are about
44% of the names. Where they dominate the flow,
that is the trend, and portfolios can hold ETFs as
well as stocks. Leveraged and inverse products rank
high because they are real dollar destinations: in-
flow to an inverse semiconductor ETF is a bearish
signal on semiconductors.

Top of the ranking. Table 3 lists the ten high-
est MarketRank scores πN with their heartbeat
∆ log(πN). The top is the large-cap semiconduc-
tor, memory and technology complex, together with
TSLA, META and an inverse semiconductor ETF
(SOXS). Among the top 50, 26 are Information
Technology and 8 are exchange-traded products:
SOXS (#5), SOXL (#11) and SQQQ (#15), all
3× leveraged or inverse; QQQ and SPY, with πN of
about 38–40; and the commodity trusts SLV, USO
and GLD, which the SEC SIC code 6221 places
in Financials rather than ETF/Fund. The lever-
aged semiconductor products therefore outrank the
broad index funds by a wide margin. This is what
the model should produce: the names that send and
receive the most dollars, and receive a large share of
what their large counterparties pass on, accumulate
the most probability.

A slice of the real graph. Figure 4 is the real-data
counterpart of the A/B/C example (Figure 1). It
shows the top-π stock, MU, with its five strongest
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Table 3: Top 10 by MarketRank score πN (1 = average)
on 2026-10-01, replay, 6,188 active stocks, SEC/GICS
sectors. The heartbeat ∆ log(πN) is against the previ-
ous bar.

# Ticker Sector πN ∆log(πN)

1 MU Inf. Technology 387.43 +0.01009
2 SNDK Inf. Technology 373.25 +0.00320
3 NVDA Inf. Technology 245.87 +0.00208
4 TSLA Cons. Discretionary 214.61 −0.00062
5 SOXS ETF/Fund 203.70 +0.00040
6 META Comm. Services 188.95 −0.0009
7 MSFT Inf. Technology 157.76 +0.0007
8 AAPL Inf. Technology 153.02 +0.0012
9 AMD Inf. Technology 151.37 −0.0003

10 INTC Inf. Technology 123.40 −0.0020

MU
0.333 · 387.4

MSFT
0.157 · 157.8

AAPL
0.130 · 153.0

TSLA
0.114 · 214.6

SOXS
0.152 · 203.7

SPCX
0.114 · 105.3

2.53 1.15

2.39

1.20

0.93
2.46 2.38

0.88

1.77

1.83

1.04

0.73

Figure 4: The real graph around MU on 2026-10-01: MU
and its five strongest partners, with the 12 strongest of the
30 estimated flows among them in $B (81% of the slice’s
dollars). Each box gives the slice π (the MRC re-solved
on the six stocks, p = 0.15) and the global πN . Data:
docs/img/marketrank-slice.json.

partners by raw flux in both directions, on the same
bar. The arrows are estimated dollar flows accumu-
lated over the data window, not observed trades.
“Slice π” is the MRC re-solved on these six stocks
alone with p = 0.15. MU takes a third of the
slice’s probability (0.333), although within the slice
it sends more ($10.0B) than it receives ($7.5B): the
chain counts out-shares, not net dollars, and every
partner sends MU the largest share of its slice out-
flow. TSLA is second of the six in the full graph
(πN 214.6) but last in the slice, so its global stand-
ing rests on money from stocks outside the slice.

Contrast with hotness. The engine’s earlier
“money-flow” preset reads a different quantity,
hotness relative to size, hi = πi/π

ref
i − 1 with πref

proportional to trailing median dollar volume, on
a chain in which net buyers retain part of their
inflow. Its top 10 on the same data are TNON,
KOD, DFNS, NFEGP, SOAR, BNAI, WETO,
LHSW, AGEN and GRML: all small names.
Dividing by size rewards any stock whose flow is
large relative to a small denominator, so a single
volume spike in an illiquid name outranks steady
flow in a mega-cap. The ratio is informative, but
as a primary ranking it is dominated by noise in
the smallest names, which is why MarketRank
ranks by π and uses size only for the landscape
height.

Evaluation. The harness runs the pipeline over the
last 60 of 250 daily bars (10,000 nodes) for 16 con-
figurations. For each configuration it reports:

� the floor share, the fraction of active stocks at
the teleport floor;

� the Gini coefficient of π;

� sector coherence, defined below;

� structure gain, 1− Spearman of π against in-
flow share (near 0 means the chain has col-
lapsed to plain inflow);

� the information coefficient (IC), the mean daily
Spearman correlation with the next bar’s re-
turn, with t = x̄/(s/

√
n), for the +1-bar fore-

cast score and for hotness h.

Table 4 gives the result. “Legacy” is the first mile-
stone (dollar pressure, no inbound pruning, no re-
tention). +A to +E switch on, one at a time, rela-
tive pressure, excess-over-gravity lift, kin = 10, size
or long-run hotness references, and retention. “De-
faults” has them all, and “money-flow” is dollar
pressure with two-sided pruning and retention.

Reading the evaluation. The MarketRank preset
has floor share 0.714, Gini 0.832, structure gain
0.248, score IC +0.0035 (t = 0.54) and hotness IC
−0.015 (t = −1.96). The open-to-open variants
(decide at the close, fill at the next open, exit at
the following open) are similar: +0.0057 (t = 0.90)
and −0.014 (t = −1.85). Its score IC is approxi-
mately zero. MarketRank π describes where money
concentrates; it is not a next-day return forecast.

The one significant pattern is a reversal in hot-
ness under the legacy and relative-pressure config-
urations: names that are hot today underperform
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Figure 5: The MarketRank Fluxscape interface on the real 2026-10-01 bar (6,188 active names: 3,939 stocks and 2,249
ETF/funds, which are in the chain but hidden from the surface by default), MarketRank preset. Centre: the default Sections
view, the landscape seen from above with a crosshair; height and colour are π relative to size, log(π/s), on a red/blue diverging
scale at P90 ±2.32, and the two profile charts below cut the surface along the crosshair’s row and column with every stock on
the cut. Portfolio holdings are green dots pinned to their exact values. Right, top: the truth table, the ten highest exact πN
with the heartbeat ∆ log(πN). Right, middle: the tracked stocks (MU, NVDA) over the whole cached year, as log(π/s) per
bar with a strip of each stock’s flux community and a cursor at the displayed bar. Right, bottom: the transition graph around
the tracked stocks (Figure 3).

tomorrow. IC(h) is −0.047 (t = −11.0) under +A
relative, between −0.024 and −0.027 (t ≈ −4) un-
der legacy, +B and +C, and −0.031 (t = −3.54)
under defaults with relative pressure. It survives
the tradeable open-to-open timing (t = −9.0 for
+A relative). The only significant positive score
IC is +A relative (+0.014, t = 5.0; open-to-open
t = 4.6), a configuration in which 95% of stocks sit
at the teleport floor. Sixty daily cross-sections are
a short sample, and these t-statistics ignore cross-
sectional dependence beyond the daily IC, so they
are probably optimistic.

Sector coherence. The engine’s coherence is the
share of slow-flux edge weight, over edges between

two active stocks with a known sector, that stays
within a sector:

coh =

∑
i→j rawij [seci = secj ]∑

i→j rawij
,

averaged over the evaluation frames. Unclassified
names are excluded, but ETF/Fund counts as a
sector. Table 5 compares it with a null in which sec-
tor labels are permuted among the same nodes (5
seeds). Under the engine definition every configura-
tion scores below its shuffled baseline (MarketRank
0.222 against 0.263), except money-flow, which is
level with it (0.257 against 0.252). ETF/Fund is
44% of the nodes, so it dominates the random-label
baseline, while the flux runs between ETFs and
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Table 4: Evaluation grid on real data: last 60 of 250 daily bars, 10,000 nodes, 22 threads, SEC sectors. IC is the
mean daily Spearman correlation with the next bar’s close-to-close return; t its t-statistic. Coherence is the engine
metric (ETF/Fund counted as a sector; see Table 5). The last column is the mean core step time.

Configuration Floor Gini Coherence Structure IC(score) t IC(h) t ms/frame

legacy 0.947 0.847 0.226 0.642 +0.0093 +1.95 −0.0240 −3.95 181.0
+A relative 0.949 0.843 0.156 0.643 +0.0144 +5.04 −0.0471 −11.03 187.1
+B excess 0.929 0.843 0.207 0.591 +0.0095 +1.81 −0.0267 −4.27 116.2
+C kin = 10 0.850 0.840 0.226 0.419 +0.0098 +1.71 −0.0274 −4.30 244.2
+D size 0.947 0.847 0.226 0.642 +0.0093 +1.95 −0.0043 −0.53 187.0
+D longrun 0.947 0.847 0.226 0.642 +0.0093 +1.95 +0.0032 +0.84 282.1
+E retention 0.001 0.760 0.226 0.628 −0.0094 −0.72 −0.0243 −1.18 198.9
defaults 0.001 0.743 0.148 0.429 −0.0164 −1.20 −0.0195 −1.30 79.1
defaults relative 0.002 0.728 0.145 0.318 −0.0092 −0.66 −0.0306 −3.54 82.8
defaults+longrun 0.001 0.743 0.148 0.429 −0.0164 −1.20 −0.0041 −0.28 117.5
defaults+netflow 0.001 0.743 0.148 0.429 −0.0164 −1.20 −0.0103 −0.36 77.7
money-flow 0.001 0.732 0.257 0.508 −0.0155 −1.10 −0.0057 −0.91 170.6
money-flow+netflow 0.001 0.732 0.257 0.508 −0.0155 −1.10 −0.0136 −0.49 172.9
defaults+volscale 0.002 0.742 0.120 0.369 −0.0203 −1.61 −0.0144 −1.09 76.3
money-flow+volscale 0.002 0.747 0.180 0.493 −0.0217 −1.66 −0.0050 −0.79 164.5

marketrank 0.714 0.832 0.222 0.248 +0.0035 +0.54 −0.0151 −1.96 146.5

Table 5: Sector coherence against a shuffled-label null
(mean of 5 permutations), same frames as Table 4. “En-
gine” counts ETF/Fund as a sector; “stocks only” drops
ETF/Fund and Unclassified. Rows with the same tran-
sition matrix are merged.

Engine Stocks only

Configuration coh null coh null ratio

legacy, +D, +E 0.226 0.254 0.289 0.115 2.53
+A relative 0.156 0.238 0.168 0.143 1.17
+B excess 0.208 0.254 0.264 0.115 2.29
+C kin = 10 0.226 0.254 0.289 0.115 2.51
defaults 0.148 0.236 0.183 0.130 1.41
defaults relative 0.145 0.233 0.176 0.134 1.31
money-flow 0.257 0.252 0.333 0.116 2.87
defaults+volscale 0.120 0.261 0.147 0.130 1.13
money-flow+volscale 0.180 0.281 0.234 0.118 1.99
marketrank 0.222 0.263 0.288 0.123 2.35

single stocks more often than random labels pre-
dict, which is plausible because a sector or index
ETF trades with its constituents. With ETF/Fund
and Unclassified both removed, that is, on stock-
to-stock flow only, coherence is well above the null:
0.288 against 0.123 (2.35×) under MarketRank,
and 0.333 against 0.116 (2.9×) under money-flow.
This is the positive structural result: stock-to-stock
edges are sector-enriched. An earlier figure of about
0.36 was computed when only some 5–9% of names
were classified, mostly the liquid S&P 500, and is
not comparable.

Flux communities are not sectors. On the last bar
the 20-bar flow graph of the 3,939 placed stocks
has 7 communities plus a loose pool of 4 names,
with modularity 0.108. Against SEC sectors, over
the 3,744 classified stocks outside the loose pool,
the normalized mutual information is 0.034, against
0.004 for shuffled labels (20 seeds); the persistence
study finds 0.03–0.04 on every flow window (Sec-
tion 6.1). The agreement is above chance but neg-
ligible in absolute terms. Table 6 shows that each
community’s leading sectors stay within about ten
points of the universe base rates (Financials 19.0%,
Health Care 16.7%, Industrials 16.3%, IT 13.0%);
the strongest tilts are Health Care at 32% and Fi-
nancials at 32% in two of the smaller communities.
Money rotates across sector lines, and the partition
reflects recent flow regimes rather than industries.
The territories therefore show structure that a sec-
tor map does not; we do not claim that they recover
sectors.

Landscape. Figure 5 shows the interface on the real
2026-10-01 bar: the landscape in the default Sec-
tions view, the exact table, the paths of two tracked
stocks and their transition graph.

Time-lapse. Figure 6 shows the landscape on four
dates about a quarter apart. Because the commu-
nities are now re-clustered from scratch on each bar
from the recent flows, the territories are re-drawn
from panel to panel rather than carried over: there
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(a) 2026-01-02 (b) 2026-04-01

(c) 2026-07-01 (d) 2026-10-01

Figure 6: Fluxscape time-lapse on four real bars about a quarter apart, in the default Sections view expanded to the full screen:
MarketRank preset, height log(π/s), flux communities re-clustered from scratch on each bar from the 20-bar flows, holdings
pinned (green dots), with the row and column profiles under each map. Active names: 5,645, 5,879, 6,142 and 6,188.

are 7 communities in January (modularity 0.176),
7 in April (0.145), 4 in July (0.108) and 7 in Octo-
ber (0.108). Weakening modularity means the re-
cent flows split less cleanly into groups as the year
goes on. The ranking of the chain is far stead-
ier than the map. The semiconductor and mem-
ory complex leads throughout while its order ro-
tates: TSLA (πN 455.8), NVDA, AMD, BYND and
MU in January; SNDK (361.9), TSLA, NVDA and
MU in April, with SLV and SQQQ close behind;
MU (387.4), SNDK, TSLA, NVDA and SOXS in
July; MU (388.3), SNDK, NVDA, TSLA, SOXS
and META in October. The holdings stay pinned
to their exact values in every panel.

Stability. An earlier version of the view warm-
started Louvain from the previous partition and

re-clustered only every 5 bars on the cumulative
graph. Over 245 frames it kept 85% of stocks in
their cell between re-clusters and 74% of community
labels per re-cluster. That stability was largely pro-
duced by the algorithm and the cumulative graph,
not by the market (Table 2), and it made the map
look more persistent than the flows are. The cur-
rent view re-clusters from scratch on every bar on
the 20-bar flows: territories now hold their shape
for about a week and reorganize over a month, as
the measurement predicts. The spiral ordering still
keeps mountains and craters coherent within a terri-
tory (median Spearman correlation of value against
distance from the centre 0.98 in the earlier measure-
ment).
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Table 6: Flux communities of the 20-bar flows on 2026-
10-01 (ETF/funds hidden, the default). Size is the num-
ber of placed stocks; the top-2 sector shares are among
each community’s classified stocks (Fin. = Financials,
Indust. = Industrials, IT = Information Technology).

Comm. Stocks Top-1 Top-2

157 1391 Fin. 27% Indust. 17%
155 742 Indust. 20% Health 18%
146 610 Health 22% Indust. 16%
150 438 Fin. 32% IT 20%
159 297 Health 21% IT 20%
160 272 Health 32% Fin. 14%
154 185 Health 23% IT 14%

loose 4 – –

Performance. Measured on the server with the
MarketRank preset, 10,000 nodes, 250 daily bars
and 22 threads:

� time to ready is 42.3 s, from process start to the
status endpoint reporting ready. That includes
the DuckDB load, the panel build, 249 core
steps and 245 landscapes.

� a core model step takes about 146ms, so the
249 sequential steps (about 36 s) dominate
start-up.

� peak memory is 1.34GB: the panel plus up to
300 cached landscape frames.

� a landscape frame takes a median of 23.1ms
(mean 31.2ms).

� a Louvain re-cluster takes a median of 54.8ms
on the 49 re-clustering frames; only those
frames pay it.

The 60-bar, 16-configuration evaluation runs in
5min 07 s.

8. Walk-forward evaluation protocol

Section 7 shows that MarketRank measures
structure but that its level does not forecast next-
day returns. Whether its signals can nonethe-
less inform portfolio moves is a different ques-
tion: had we followed them week by week, would
the portfolio have beaten simply holding the cur-
rent mix, after trading costs? We answer it with a
walk-forward protocol that was fixed, defaults and
pass/fail thresholds included, before any of its re-
sults were seen. The results, reported in Section 8.1
whichever way they came out, are negative.

Backfill and universe. Daily SIP bars are backfilled
about ten years (the backfill as run reaches 2016-
06-27, 2,582 bars per ticker). Each rebalance uses
a point-in-time liquidity ranking over today’s can-
didate list: names are ranked by trailing median
dollar volume computed only from bars available
up to that rebalance. Survivorship bias remains,
because the data provider lists only today’s tick-
ers, so stocks delisted earlier are missing, and that
favours strategies that held survivors. We report
it as a limitation and re-run the whole test on a
large-cap sub-universe (the point-in-time top 500),
where delistings are rare. An edge that exists only
in small names is treated as suspect.

One causal pass. The pipeline steps once through
the history, and every quantity stored at a rebalance
date depends only on bars up to that date. A test
asserts that changing any later bar leaves every ear-
lier decision bit-identical. The first 12 months are
warm-up. At each bar the harness records eight
candidate signals, each as a cross-sectional z-score
over eligible stocks winsorized at ±3:

� the score log(πN);

� the heartbeat over 1, 5 and 20 bars, log(πN)t−
log(πN)t−K ;

� π relative to size, log(π/s);

� negated hotness −h, motivated by the reversal
of Section 7;

� inflow momentum, log(int/int−5);

� the existing forecast score.

Weekly as the primary test. The primary test re-
balances weekly, on the last trading day of each
ISO week, and executes at the next open; a monthly
run (the last trading day of each month) is kept as
a secondary comparison. Flow-induced pressure, if
it carries information, should show within about a
week; beyond that horizon, flows mix with unre-
lated news. Weekly trading raises turnover, which
makes the cost-sensitivity runs below more impor-
tant.

IC research table. For every signal and horizon
h ∈ {1, 2, 5} trading days, with h = 20 kept only as
a decay diagnostic, the harness reports the mean in-
formation coefficient against the open-to-open for-
ward return (signal known at the close of t, entry
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at the open of t+1, exit at the open of t+1+h), its
t-statistic, and its stability by calendar year. Sam-
ples are taken every h bars, so they do not overlap.

Strategy. The base is the current mix (AAPL 60%,
VOO 15%, NVDA 7%, LLY 6%, NVO 5%, NKE
3.5%, F 3.5%), held fixed over history. At each
weekly rebalance, a tilt of 20% of portfolio value
goes in equal weight to the top 10 eligible names
by the signal, funded pro rata from the base. The
rules are:

� long-only, with at most 10% of portfolio value
in any single tilt name;

� a name is eligible only with a trailing median
dollar volume of at least $50M;

� turnover is capped at 0.5 per rebalance;

� trades execute at the next day’s open, and
holdings are marked at each close;

� costs are 10 bps per side, with sensitivity runs
at 0 and 25 bps.

The simulator also checks its own bookkeeping: af-
ter every trade, the value of what the portfolio owns
plus its cash must equal what it had just before the
trade, minus the trading fee. So it can neither cre-
ate nor lose money through an accounting slip; any
gain or loss comes only from prices and costs. The
benchmarks are buy-and-hold of the base mix, the
base mix rebalanced on the same weekly calendar
(with costs), and VOO.

Gated blend. A simplex-weighted blend of the sig-
nals is learned on a trailing 156-week window with a
1-week embargo, so that no training label overlaps
the week being decided. Each weight is the positive
part of that signal’s mean training IC, normalized
to sum to 1. The blend is used only while its own
out-of-sample IC over the previous 104 weeks has
t > 2, with at least 52 weeks required; otherwise the
strategy holds the base with no tilt. A dead signal
therefore costs nothing beyond the trades the gate
avoids.

Metrics and multiple testing. The harness reports
the annualized return, volatility and Sharpe ratio,
the excess return over each benchmark, the infor-
mation ratio, the maximum drawdown, turnover,
cost drag and the hit rate by calendar year. The
95% interval on annualized excess return comes

from a block bootstrap with 21-day blocks. Ev-
ery configuration ever run is appended to a registry
with its daily Sharpe and daily information ratio,
and the deflated probabilities use the registry’s trial
count and variance, so trying many variants is paid
for rather than hidden.

Decision gate. The gate judges the weekly strategy.
The answer is “yes, consistently” only if all of the
following hold (spec §3):

1. annualized excess return over buy-and-hold of
the base mix > 0 at 10 bps, with a bootstrap
95% interval above 0;

2. excess return positive in at least 60% of calen-
dar years;

3. a deflated probability above 0.95 for the in-
formation ratio of the daily excess over buy-
and-hold (amended on 2026-10-02 after the fi-
nal review; the original wording deflated the
total Sharpe ratio, see Section 8.1);

4. a maximum drawdown no worse than the base
mix’s plus 5 percentage points;

5. the result holds on the large-cap sub-universe
(survivorship check).

Anything less is “no”.

8.1. Results

The backfill covers 10,000 tickers from 2016-06-
27 to 2026-10-02 (2,582 daily bars). After the 252-
bar warm-up the weekly pass makes 483 rebalances,
from 2017-06-30 to 2026-09-25 (2,326 trading days).
Six configurations were run, all registered as trials
of one registry (54 strategy rows): the main weekly
run at 10 bps, the same at 0 and 25 bps, weekly with
relative pressure (the MarketRank preset with rel-
ative pressure; not the legacy +A relative configu-
ration of Section 7), monthly at 10 bps, and weekly
on the point-in-time top 500.

Information coefficients. Table 7 gives the signif-
icant entries of the research table. One effect is
persistent: the hotness reversal. Names that are
cold today do slightly better over the next 1 to 20
days. The IC is +0.006 at one day (t = 3.2), posi-
tive in 8 of 10 years, and it holds on the large caps
(t = 3.4). Under the MarketRank preset the score is
its exact mirror. π relative to size ranks the wrong
way round, with IC −0.009 (t = −4.6) and 8 of 10
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Table 7: Walk-forward IC research table, entries with
|t| ≥ 2 (weekly run, all eligible names; same panel for
the large-cap run). Mean Spearman IC against the
open-to-open return over h bars, on non-overlapping
samples; “years” counts calendar years with a positive
mean IC; −h is negated hotness.

Univ. Signal h IC t years +

all −h 1 +0.0059 +3.19 8/10
all −h 5 +0.0085 +2.16 7/10
all −h 20 +0.0168 +2.32 7/10
all log(πN) 1 −0.0059 −3.19 2/10
all log(π/s) 1 −0.0094 −4.55 2/10
all log(π/s) 5 −0.0146 −3.26 2/10
all inflow mom. 5 −0.0140 −2.38 1/10
top 500 −h 1 +0.0071 +3.42 8/10
top 500 log(π/s) 1 −0.0086 −3.86 1/10
relative −h 1 +0.0041 +1.39 6/10
relative inflow mom. 1 −0.0078 −2.87 2/10

years negative. Inflow momentum is weakly nega-
tive. The heartbeats and the forecast are indistin-
guishable from zero. With relative pressure the re-
versal has t = 1.4 at one day. This run is the Marke-
tRank preset with relative pressure, not the legacy
+A relative configuration behind the t = −11 of
Section 7, which had kin = 0, no liquidity floor,
and a different universe and eligibility. Both the
configuration and the sample changed, so the run
neither replicates nor refutes that one-year result.

Portfolio results. Table 8 compares the gated blend
of every run with buy-and-hold of the base, which
returned 31.2% a year with a 32.2% maximum
drawdown. Every run is negative, and in every run
the 95% interval lies below zero. The gate of the
blend opened in only 16 of 483 weeks (3.3%): its
out-of-sample IC rarely reached t > 2. It opened in
2 weeks (0.4%) under relative pressure, 48 (9.9%)
on the large caps and never in the monthly run.
Most of the time the blend therefore held the base
rebalanced weekly. That rebalancing trims AAPL
and NVDA during their run, and it alone costs
3.5% a year against buy-and-hold. Against the re-
balanced base, the blend loses 0.6% a year. The
best single signal, the score (the largest flow sinks),
gains 1.5% a year (t ≈ 1.3, not significant), and
the same signal loses 3.5% a year on the large caps.
Every other signal loses 3–10% a year, and the fast
heartbeats turn over about 0.2 per weekly rebal-
ance: the whole 20% tilt is replaced about once a
week. The reversal’s IC is real but small: the top
10 names by −h lose 2.9% a year against the re-

balanced base. Costs do not change the conclusion;
the 0 and 25 bps runs bracket the main one within
half a point.

Decision. On the main run the gate gives: c1
FAIL (excess −4.09%, interval [−7.73%,−0.67%]);
c2 FAIL (4 of 10 years positive); c3 FAIL (deflated
IR of the excess 3×10−5); c4 pass (drawdown 31.2%
against a 37.2% limit); c5 FAIL (the large-cap blend
fails c1, c2 and c3 as well). The answer is “no”.
As first run, c3 deflated the strategy’s total Sharpe
ratio and passed (0.989). The final review found
that a portfolio that is 80% the base mix (60%
AAPL) has a high total Sharpe whatever the tilt
does, so that version of c3 did not test the excess.
The criterion was amended on 2026-10-02 to deflate
the information ratio of the excess, and the verdict
is “no” under either definition. Following the proto-
col, the work turns to observed flows (M3c) rather
than to an optimizer.

Caveats. Two biases favour the strategies. First,
the universe is today’s ticker list, so stocks delisted
since 2016 are missing (survivorship). Second, a
holding that stops trading stays frozen at its last
price, so a failed pick never shows its final loss; we
record this as a known limitation. One bias runs
the other way: the base mix is today’s portfolio, se-
lected with hindsight and dominated by two of the
decade’s winners, which biases c1 against any tilt
away from it. The negative result is therefore not
simply generous to the signals. Two secondaries,
reported but not gated and pre-registered for the
next experiment, remove the base from the com-
parison: every strategy against the base rebalanced
on the same calendar, and base-free sleeves (the top
10 names at equal weight) against the equal-weight
eligible universe. The t-statistics of Table 7 ig-
nore cross-sectional dependence and the 32 signal–
horizon cells tested, so the IC entries near |t| = 2
should be read as suggestive at most.

9. Observed paired flows from SEC Form
13F

The flows of Section 4 are inferred from bars.
SEC Form 13F [27] gives an observed, if coarse, pair-
ing. Every institutional manager with more than
$100M in Section 13(f) securities files its quarter-
end long holdings on EDGAR [25]. Between two
quarters a manager’s cuts are its sources and its
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Table 8: Gated blend against buy-and-hold of the base mix, 2017-07 to 2026-10. Ann. excess is the mean daily excess
return times 252; it differs from the gap between the annualized returns. The 95% interval is a 21-day block bootstrap;
“years +” counts calendar years with positive excess. DSRe is the deflated probability of the daily information ratio
of the excess over the 54 registered trials, the quantity gate c3 tests; every entry fails c3.a
a The deflated probability of the total Sharpe ratio, which the gate used before the 2026-10-02 amendment, is 0.987–
0.992 for all six runs. It is high because the base is, not because of the tilt, and it is kept in the reports as information
only.

Run Ann. return Ann. excess 95% CI IR Max DD Years + DSRe

weekly, 10 bps (main) 26.6% −4.09% [−7.73,−0.67] −0.63 31.2% 4/10 3× 10−5

weekly, 0 bps 26.8% −3.91% [−7.55,−0.51] −0.60 31.2% 4/10 4× 10−5

weekly, 25 bps 26.2% −4.36% [−8.00,−0.91] −0.67 31.2% 4/10 2× 10−5

weekly, relative pressure 27.6% −3.29% [−6.81,−0.03] −0.51 31.2% 4/10 1× 10−4

monthly, 10 bps 27.2% −3.62% [−7.04,−0.37] −0.57 31.0% 4/10 6× 10−5

weekly, top 500 25.8% −4.75% [−8.48,−1.23] −0.72 31.2% 3/10 1× 10−5

base, rebalanced weekly 27.4% −3.47% [−6.94,−0.19] −0.54 31.2% 4/10 –
VOO 15.2% −14.88% [−24.18,−5.57] −1.03 34.0% 1/10 –

adds are its sinks. We build that observed quar-
terly flow matrix and compare it with the estimate
summed over the same quarter’s bars.

Method.

� Holdings. We ingest the SEC’s 13F data sets
and keep only 13F-HR filings. Per manager
and period the latest filing wins: a restate-
ment replaces the holdings, and a new-holdings
amendment adds rows. Only share positions
count, with options excluded.

� Value repair. The VALUE field is repaired
per manager only, against each CUSIP’s con-
sensus price (the median value/shares over at
least five holders). A manager is rescaled when
it has at least five consensus rows, its median
deviation sits at 1000× (or 106×) within a fac-
tor of 3, and at least 60% of its rows sit at
that same power. The consensus is then re-
computed without the flagged managers and
the test repeated, so a CUSIP held mostly by
mis-unit filers cannot drag it. Single rows and
share counts are never rewritten: a row far
off the consensus is as consistent with a share-
count error as with a value error, so it is left
for the position guard below. Before the repair
the raw totals were $110–530T per quarter be-
fore the 2023 switch from thousands to dollars,
and $32–72T after it. Over all quarters, 1,743
manager-quarters were rescaled down (dollars
filed before the switch) and 8,190 up (thou-
sands filed after it).

� Mapping. CUSIPs map to tickers through
OpenFIGI [28].

� Observed matrix. For manager m and
stock i, dmi = ∆sharesmi P̄iq, where P̄iq is
the quarter’s mean lake close, moved onto
the filing’s share basis by the 13F-median
price. A split counts only when the holders’
share counts confirm it. Each manager’s out-
flow is paired with its inflow proportionally,
Fm
ij = outi inj/

∑
in ·min(1,

∑
in/

∑
out); the

remainder is unpaired cash. The observed ma-
trix is Tq =

∑
m Fm on the top 2,000 tickers

by 13F value.

� Dropped positions. A position is dropped
when either quarter’s value/shares is at least
100× off P̄iq (the 13F-median price moved
through lake returns; q−1 at P̄iq times the split
ratio). It is also dropped when a side filed at
value 0 holds more than $1M of shares at that
price. Either error would otherwise become a
phantom flow.

� Estimate. The estimate T̂q is the exact per-
bar flux of Equation (4) summed over the quar-
ter’s bars. It is warmed up on at least 60 prior
returns and restricted to the same nodes.

Data and coverage. The run uses 43 SEC data-set
archives (2.65GB) covering 42 quarters, 2016Q1–
2026Q2:

� 4,253–8,900 managers and 1.05M–2.40M hold-
ings per quarter, $20.8T (2016Q1) to $75.7T
(2026Q2) after the unit repair;
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Figure 7: Walk-forward equity of the main run (weekly, 10 bps; log scale, start = 1). Strategies are solid and benchmarks
dashed. Buy-and-hold of the base (black, dashed) ends highest; the score tilt (orange) is the only strategy above the weekly-
rebalanced base.

� 23,554 CUSIPs queried on OpenFIGI, covering
every CUSIP with a holding of at least $10M
in the first ingest (9 CUSIPs that reach $10M
only after the unit repair were not queried and
stay unmapped); in each of the 42 quarters, all
top-3,000 CUSIPs by value have such a hold-
ing;

� in the latest quarter, 2026Q2, 94.2% of 13F
dollar value maps to a ticker of the current
10,000-ticker universe. The share falls go-
ing back (93.1% in 2024Q4, 87.8% in 2022Q4,
84.1% in 2019Q4, 71.9% in 2016Q1; 87.0% over
all quarters) because the universe holds only
today’s tickers. One unrepaired $6.6T row,
whose CUSIP has no ticker and so never en-
ters the flows, pulls 2021Q2 down to 73.6%.
Node selection and the 13F-value baseline use
values as filed; rows 100x or more off the price,
dropped from the flows, change at most 4 of
the 2,000 nodes in a quarter pair (checked on
2021Q4/2022Q1 and 2024Q2/Q3).

Thirty-nine quarters, 2016Q4–2026Q2, have a
previous quarter and enough warm-up. Each
has 4,313–9,006 managers, 3.08M–3.71M observed
edges and $0.91T–$3.37T of paired flow.

Nulls. A lift is the metric minus a null. We use
four nulls:

� the temporal placebo, the same configuration’s
estimate of another quarter (q − 4, else q + 1).
It cancels the density and size effects of each
configuration;

� the dense gravity null out in⊤/total, built from
the estimate’s own marginals over every pair
with margins;

� the support-matched gravity null : the same
product masked to the estimate’s own nonzero
pairs, with each row rescaled to the estimate’s
row sum. It has the estimate’s density and
out-margins and differs only in how each row
is split. The edge metrics count missing pairs
as 0, so a denser null gains from density alone;
this null measures the estimate’s pairing be-
yond its marginals with that effect removed.
Per quarter, the share of the n(n−1) pairs that
are nonzero is 0.77–0.93 in the observed ma-
trix, 0.20–0.28 in the estimate (0.80M–1.14M
edges) and 0.33–0.41 in the dense gravity null;

� 100 random relabellings of the estimate
(perm).
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Results. Table 9 reports the base preset (λ = 1,
dollar pressure).

� Permutation null. Every metric clears it by
a wide margin.

� Gravity nulls. The estimate is below the
dense gravity null on every edge metric: in 39
of 39 quarters on both edge Spearman met-
rics and 38 of 39 on row cosine for the base
preset. Part of that gap is density. On all
pairs the lift is −0.065 against the dense null
but only −0.004 ± 0.001 against the support-
matched null. With density and row sums held
fixed, the estimate remains below the support-
matched null:

– observed top-5000 −0.020 ± 0.008, all
pairs −0.004±0.001, row cosine −0.047±
0.019;

– negative in 39, 39 and 38 of 39 quarters
for the base preset, and in 39 of 39 for
the other five configurations (except one
quarter of row cosine at λ = 1,

√
V ).

On π the support-matched lift is−0.000±0.002
(positive in 11 of 39 quarters).

� Placebo. The lift over the placebo is small
but mostly positive. The estimate for the right
quarter beats another quarter’s estimate by
0.01–0.04 on the edge metrics and 0.045 on π.
The lift is positive in 24–36 of 39 quarters, de-
pending on the metric.

π against size. Observed 13F π is mostly size:

� its Spearman correlation with the quarter’s av-
erage dollar volume (ADV) is 0.896±0.015, and
with 13F value 0.870± 0.017;

� estimated π reaches only 0.613 against ob-
served π, and 0.687 against ADV.

So plain ADV ranks the observed flow destinations
much better than estimated π does. Estimated π
agrees with observed π about as well as estimated
inflow agrees with observed inflow (0.621), and its
gravity lift is 0.001: here π is a function of the
marginals.

Calibration. The grid crosses λ ∈ {0, 0.5, 1} with
dollar and

√
V pressure.

� Winner. The best configuration by mean
placebo lift on π is λ = 1 with

√
V pressure, at

+0.046 ± 0.034 (range −0.025 to +0.112). It
leads the base preset by 0.002, far inside the
quarter-to-quarter spread.

� Other metrics. The winners differ by metric,
all by margins of at most 0.002.

� Dollar vs
√
V . Dollar pressure has clearly

higher raw agreement (π 0.613 vs 0.523; ob-
served top-5000 edges 0.162 vs 0.117).

� λ. Within a pressure, it moves π by at most
0.043 and the edge Spearman metrics by at
most 0.010.

The 13F data therefore give no reason to change λ
or the pressure of the preset.

Split candidates. Price-factor jumps that the hold-
ers’ share counts do not confirm are treated as no
split and listed: 1,249 over 39 quarters, against
606 confirmed splits. The large ones are spin-offs
and mergers that the lake’s adjustment factors re-
flect but holders’ share counts do not. Examples
are APD, MET and HPE (share ratio 1.00), RTX
in 2020Q2 (price ratio 0.50, share ratio 1.67) and
HLT in 2017Q1. Separately, the position guard
dropped 50,915 positions. Their 13F value, $17.9T,
is summed over both quarters’ rows as filed, so
it double-counts pairs and includes the bogus val-
ues. The count spikes to 2,300–3,500 per quarter
in 2022Q4–2023Q2 and 2024Q2–Q4. These drops
come from a few managers whose filings mix units
across rows, which the manager-wide repair delib-
erately leaves alone; the 2023 switch made this
worse. The dollar spikes ($1.0–2.4T in 2017Q4–
2018Q2 and 2021Q4–2022Q2) are a handful of sin-
gle rows filed 1000× too large.

Limits.

� Close to rank-1 by construction. Pro-
portional pairing makes Tq a sum of per-
manager rank-1 matrices. In practice that sum
is close to rank-1: a product of marginals alone
matches it better than the estimate does, even
on the estimate’s own support. Agreement
on edges is therefore largely agreement on the
marginals, and the comparison cannot reward
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Table 9: Estimated vs observed (13F) quarterly flows, base preset, mean ± sd over 39 quarters (2016Q4–2026Q2).
Lift = estimate − null. Dense gravity: the estimate’s marginal product over all pairs; support-matched: the same
product on the estimate’s own nonzero pairs, rows rescaled to its row sums. The last column counts the quarters
with a positive placebo / support-matched lift.

metric estimate lift vs placebo lift vs dense gravity lift vs supp. gravity lift vs perm > 0

edge ρ, obs. top-5000 0.162± 0.059 +0.036± 0.032 −0.024± 0.008 −0.020± 0.008 +0.163± 0.058 34 / 0
edge ρ, all pairs 0.357± 0.019 +0.015± 0.022 −0.065± 0.010 −0.004± 0.001 +0.358± 0.019 28 / 0
row cosine 0.182± 0.043 +0.010± 0.041 −0.050± 0.020 −0.047± 0.019 +0.152± 0.042 24 / 1
π Spearman 0.613± 0.031 +0.045± 0.031 +0.001± 0.002 −0.000± 0.002 +0.613± 0.031 36 / 11
π top-50 overlap 0.432± 0.064 +0.048± 0.062 +0.016± 0.025 +0.011± 0.023 +0.406± 0.063 27 / 18

pairing structure that 13F’s own proportional
pairing does not contain.

� What 13F leaves out. The filings are quar-
terly, long-only, institutional and filed with a
45-day lag. They omit shorts, retail, options
and intra-quarter round trips. Fund flows ap-
pear as unpaired cash, which in several quar-
ters exceeds the paired flow.

� Prices and survivorship. Trade prices are
unknown, so d uses the quarter’s mean close.
The universe is today’s, which lowers coverage
in early years.

� Cleaning heuristics. The unit repair and
the 100× position filter are heuristics against
a per-CUSIP consensus.

Reading. Measured against observed institutional
pairing, the bar-level estimate carries information
about which stocks send and receive money, and
a little about when. The placebo lift is small but
mostly positive. It carries no information about
who pairs with whom beyond the marginals. On its
own support it is no better than its own marginals,
and slightly worse: the support-matched gravity lift
is negative on every edge metric, in all 39 quar-
ters except one quarter of row cosine. The size of
that deficit is small on all pairs (−0.004) and larger
where the observed flows are largest (−0.020 on the
observed top-5000). Even its marginal information
is weaker than plain dollar volume.

10. Limitations and future work

The flows are inferred. T is an estimate built from
simultaneous price and dollar-volume moves (Sec-
tion 4), not paired transactions. The rank inherits
every assumption of Equation (4), and it cannot dis-
tinguish a true rotation from two unrelated stocks
that moved in opposite directions on the same day.

Teleport floor. Under the MarketRank preset 71%
of active stocks (floor share 0.714) sit at the tele-
port floor. This comes from the sparsity of the es-
timate, not from the chain: each source reaches at
most 64 of the 256 largest sinks per bar, and two-
sided pruning keeps 20 out- and 10 in-edges, so most
small stocks never receive kept inflow and hold only
teleport mass. The ranking is informative at the
top and flat below it. Because floor stocks get the
same π whatever their size, small floor names read
slightly above 0 under the log(π/s) height: a mild
relief from teleport mass alone, not a signal. The
structure gain of the preset is also low (0.248), so π
is close to the inflow ranking.

Short-lived communities. The flux communities be-
hind the landscape persist only about as long as the
flow window that defines them (Table 2). The ter-
ritories are a reading aid for the recent flows, not a
stable market structure; the exact ranked table is
the reference.

Leveraged and inverse products. They are deliber-
ately kept (Section 7), but their flows are partly me-
chanical: daily rebalancing and retail trading make
them flow magnets independent of fundamentals.
Their rank should be read as a directional signal
about their underlying, not as a quality of the prod-
uct.

Planned work.

� ETF creation and redemption flows,
which move money into or out of a basket of
constituents at once.

� Signed order flow via the Lee–Ready classi-
fication [8] of intraday trades, in place of the
sign of the bar return.

� Lagged pairing, so that money sold on one
bar can arrive on a later one.

19



� Observed edges in T : mixing the 13F pair-
ing (Section 9) into the estimate, at least to set
the marginals it already gets right, and testing
whether the mixed chain predicts better.

� Live minute streaming, extending the re-
play pipeline to append bars as they close.

11. Conclusion

MarketRank is a Markov-chain transition-
probability solver for money: a stock’s score is its
stationary probability, the share of the market’s es-
timated dollar flow that settles on it in the steady
state of a damped chain. PageRank is the best-
known instance of the same idea. The model is
small enough to check by hand, and the engine
ranks 10,000 tickers bit-identically on any thread
count. We set out to learn whether it can improve
real portfolio moves, fixed the tests in advance, and
the answer on public daily bars is no.

It does not beat holding. Over ten years of weekly
decisions, after costs and with every configuration
registered, following MarketRank lost 3–5% a year
against buy-and-hold of the portfolio, in every run
and at every cost level, and failed the pre-registered
gate (Section 8). The one persistent effect is a
short-term reversal in hotness (IC +0.006 for cold
names, t = 3.2, 8 of 10 years), consistent with
the price pressure and reversal documented after
flow-induced trading [29], but too small to pay for
trading. The much larger reversal of the first 60-
day evaluation (t ≈ −11, legacy configuration with
relative pressure) did not carry over: with relative
pressure the ten-year walk-forward finds t = 1.4.

The estimated flows are mostly size. Against the
observed account-level pairing of SEC Form 13F,
39 quarters and 4,000–9,000 managers each, the
estimate gets the senders and receivers roughly
right and carries a small timing signal, but nothing
about who pairs with whom: on its own support
it is slightly worse than a gravity model of its own
marginals, in essentially every quarter (Section 9).
Plain dollar volume ranks the observed destinations
better (0.90) than the estimated π does (0.61). The
correlation tilt that was meant to supply the pairing
does not.

The landscape is honest about its limits. Re-
clustered from scratch on every bar, the flux com-
munities persist about as long as the flow window
that defines them and are not sectors. The view
now shows that churn instead of hiding it; the ex-
act table remains the reference.

What would change the answer. The negative re-
sults locate the bottleneck in the flows, not the
solver: public bars carry size and a little timing,
not pairing. The transition-probability graph re-
mains the core of the method; what must improve
is its connectivity. Two routes follow: learning the
connectivity end to end from market behaviour, so
that the chain built on it minimizes the error of
next-week return forecasts (a test now registered
in advance with graph-free and identity controls),
and data that observe pairing more directly, such as
ETF creation and redemption, signed intraday or-
der flow and observed 13F edges mixed into T , each
to be re-tested with the same walk-forward harness
and the same 13F nulls.

Software availability

MarketRank is a C++20 program; the model,
the evaluation harness and the Fluxscape view de-
scribed here are those of the current implementa-
tion.
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